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Abstract. Similarity-based classifiers require as input only pairwise similarities between examples, and are therefore 

applicable in a wide range of domains, including domains in which examples do not lie in a common and continuous metric 

space. In this paper we present a supervised graph-based approach to classification whereby densities are estimated from a 

graphical representation of the data, and subsequently combined under Bayes rule to arrive at a classification decision. We 

illustrate the technique on a simple 2-dimensional, and provide results from several real-world domains to demonstrate the 

feasibility of the approach.  

1   Introduction 

Many classifiers operate on attribute data; that is, they require training and test examples to be in the form of a rectangular 

input table where typically rows correspond to examples, and columns to attributes. However, in many real-world domains 

an attribute-based representation might be either difficult to obtain (e.g., if objects are represented using some structural 

representation), or inefficient for learning purposes (e.g., if data are high-dimensional). In many of these cases it may be 

possible and more practical to measure the similarity between objects directly, and to classify based on pairwise 

similarities [1]. In this paper we refer to problem of classifying based on pairwise similarities (and no other information) as 

similarity-based classification.  

One approach to similarity-based classification is to convert the problem into one in which an attribute-based classifier 

can be then applied. For example, multidimensional scaling [2][3] can be used to embed both the training and test 

examples directly into a Euclidean space, thereby allowing conventional linear and non-linear classifiers to be applied 

[4]. Another approach is to treat the n by 1 vector of similarities between a test example and the n training examples as an 

attribute vector, and find a separating hyperplane in this (Euclidean) attribute space [5]. Yet another approach is to use 

the matrix of pairwise similarity values as a kernel for SVMs [6]. 

Alternatively, one can deal with the pairwise data directly. An obvious approach is the familiar k-nearest neighbour (kNN) 

classifier, which assigns a test example to the class most frequent amongst its k nearest (i.e., most similar) neighbours. 

Computationally, this amounts simply to sorting the values in each row of the similarity matrix, selecting the examples 

corresponding to the k highest values, and classifying accordingly.  

The kNN classifier is based on implicit estimation of class-conditional densities in the vicinity of a test example, and 

an alternative is to estimate class-conditional densities explicitly. These densities can then be used to determine the 

likelihood of a test example, given the class. The likelihoods can then be combined with class priors under Bayes rule to 

estimate posterior probabilities of class membership, from which a classification decision can then be made. While 

approaches based on explicit estimation of densities are common in Euclidean spaces, where, for example, data can be 

modelled as a mixture of Gaussians [7] and Expectation-Maximization [8] used to determine the parameters (i.e., 

means, covariances and mixing coefficients), it is less clear how densities can be estimated on pairwise data, and it is 

this problem with which this paper is concerned. Specifically, we are interested in how graph centrality measures can be 

used to estimate class-conditional distributions.  

The idea of applying graph-centrality measures to classification tasks has recently been explored in the context of semi-

supervised learning ([9], [10], [11], [12], [13]), where the objective is to develop a model using a usually small set of labelled 

examples together with a usually large set of unlabeled examples. Most of this research, however, has approached the problem 

from a discriminative classifier perspective: rather than modelling densities explicitly, the emphasis has been on using unlabeled 

examples to help push the decision boundary to less dense regions of the input space. Also, the objective has usually been to 

classify the unlabeled examples, which are already present in the graph, and it has not been clear how a novel test example can 

be classified without constructing a new graph [13]. 

This paper presents a supervised generative approach to similarity-based classification whereby densities are 

estimated from a graphical representation of the data and subsequently combined under Bayes rule to estimate posterior 

probabilities. Importantly, we show how novel examples can be classified without having to construct a new graph, 

thereby leading to a computationally efficient procedure. We illustrate the technique on a simple 2-dimensional 

example, and provide results from several real-world domains to demonstrate the feasibility of the approach.  
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The remainder of paper is structured as follows. Section 2 describes the algorithm. Section 3 illustrates the method 

on a simple 2 dimensional Euclidean input space. Section 4 provides results on several real-world datasets, and Section 

5 concludes the paper. 

2   Supervised Graph-Based Classification 

In this section we first describe the concept of eigenvector centrality, and how the centrality of a node within a graph 

can be interpreted as a measure of likelihood. We then show how likelihoods can be estimated for test examples, and 

how these can be incorporated into a Bayesian decision procedure for classification. 

2.1   Eigenvector Graph-Centrality 

Many measures have been proposed for measuring the centrality of a node within a graph, and include degree centrality, 

betweenness centrality, and closeness centrality, but by far the most common approach, used, for example, in the well-

known PageRank algorithm [14], has been eigenvector centrality.  

To appreciate eigenvector similarity, it is convenient to first consider degree centrality. Define G as the graph (V, E), 

where V = {vi, i = 1, 2, …, n} is a set of vertices, each corresponding to one of the objects in the classification domain, 

and E = {eij} is a set of edges connecting vertices (vi, vj). We assume here that the edges are weighted with a continuous 

value wij on the interval [0, 1] that represents the similarity between objects corresponding to vi and vj. The degree 

centrality, CD(v), for vertex v is defined in terms of the sum of the weights of the edges incident on it; i.e., 

1
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n
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  .  

Whereas degree centrality is calculated using only the edges incident on a vertex, eigenvector centrality is based on the 

idea that the centrality of a vertex should be determined by taking into account global information recursively computed 

from the entire graph, with connections to high-scoring nodes contributing more to the score of a node than equal 

connections to low-scoring nodes. Accordingly, let CE(vi) be the eigenvector centrality score of the i
th
 node, and let this 

score be proportional to the sum of the scores of all other nodes, weighted by the strength of their connection to node i: 

1

1
( ) ( )

n

E i ji E jj
C v w C v
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Assuming that similarities are supplied in the form of square matrix W = {wij}, where wij is the similarity between examples 

i and j, this can be written as the eigenvector equation  

WC C  (2) 

where C = (CE(v1), CE(v2), …, CE(vn)) is the vector of centrality scores for vertices 1 to n. We will henceforth assume 

eigenvector centrality, and drop the subscript in CE.  

In general this equation will have a number of eigenvectors, and some of these will have negative entries. However, from the 

Perron-Frobenius theorem the dominant eigenvector of W (i.e., the eigenvector corresponding to the largest eigenvalue) will 

have all non-negative components, thus satisfying the requirement that vertex centrality scores be non-negative. 

We note that the dominant eigenvector will not be unique, since any linear scaling of this eigenvector will also satisfy 

the eigenvector equation. Therefore it is the relative—not absolute—centrality scores which are important. Without any 

loss of generality we will assume that the eiegenvector has been normalized such that its components sum to 1. 

In principle, any eigenvalue algorithm can be used to find the dominant eiegenvector. A general and robust approach 

is power iteration, which begins with a random vector C0, and simply iterates the step 1k k C WC  until convergence, 

when C will be the dominant eigenvector. Algorithms based on matrix decomposition techniques can also be applied, 

and avoid the need for iteration. However these may fail due to bad scaling unless the similarity matrix is appropriately 

normalized.  

2.2   Similarity Matrix Normalization 

Consider the PageRank algorithm [14], which is a popular variant of the power method. PageRank assigns to every 

node in a graph a numerical score between 0 and 1, known as its PageRank score. This score is defined as    
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(1 )
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pr d d
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      (3) 

where pri is the PageRank score for vertex Vi, In(Vi) is the set of vertices that point to Vi, Out(Vj) is the set of vertices 

pointed to by Vj, and d is a damping factor, typically set to around 0.8 to 0.9. The role of d is to reserve some probability 

for jumping to any node in the graph, thereby preventing getting stuck in some disconnected part of the graph. 
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Assuming weighted undirected edges, and a fully connected graph (in which case we can set d equal to 1), the above 

equation becomes: 

 1 1

N N

i ji j jkj k
pr w pr w

 
  . (4) 

Note that the term in the denominator effectively row-normalises W and is therefore equivalent to Equation 2 under 

such a normalization. 

Other normalizations are also possible. A common choice in the spectral clustering literature is to construct a 

symmetric similarity matrix, S, referred to as the graph Laplacian [15], and defined as 

1/2 1/2 S D WD  where 
1

, 1,...,
N
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  . (5) 

The main advantage of using the graph Laplacian, as opposed to a row-normalized similarity matrix, is that it allows the 

eigenvector to be calculated using matrix decomposition methods, which can often fail when using row-normalization. 

The remainder of this paper will assume use of the graph Laplacian. 

2.3   Estimating Likelihoods for Test Examples 

Each entry of the dominant eigenvector of S represents a relative measure of the centrality of the corresponding training 

example, and we interpret these values as relative likelihoods. One method of determining the centrality of a test 

example is to insert it into the graph and recompute the eigenvector. However, apart from the additional computational 

expense, this will perturb the centrality values of the training examples, and is especially a problem if the number of 

training examples is small.  

A better approach is to estimate the centrality of test examples directly from the dominant eigenvector of the original 

graph. It follows from Equation 2 that the i
th

 value of the eigenvector is equal to the dot product of the eigenvector with 

the i
th

 row of S; i.e., 
1

( ) ( )
N
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 , where sij are the components of S. Thus, if we can estimate a vector, s, of s-

values for the test example, taking the dot product of s with the eigenvector will provide an estimate of the centrality of 

the test example.  

In order that the centrality value assigned to a test example is consistent with those for labelled examples, we must 

ensure that similarity values for the test example are normalized in a manner consistent with the use of the Laplacian. 

Defining the Laplacian as per Equation 5 means that entries of S and W are related according to 

1 1

N N

ij ij ij iji j
s w w w

 
   . It follows that the components of the normalized similarity vector s  for test example x are 

given by  

1 1

N N

xi xi xi iji j
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   . (6) 

The centrality of test example x, which we denote as C(x), is therefore given by  

1
( ) ( )

N

xi ii
C x s C v


  . (7) 

2.4   Classification Procedure 

Although graph centrality values are proportional to likelihoods, in general the proportionality constant for each class 

will be different, and will depend on the number of vertices (i.e., training examples). (Recall that the eigenvector is 

normalized such that its components sum to 1, and hence the more vertices in the graph, the lower the average centrality 

value). According to the Bayes classification procedure, a test example x should be classified as belonging to the class ci 

for which the product of likelihood and prior is greatest. In our case, the number of vertices must also be factored in, 

resulting in the following decision rule: 

 ( ) argmax ( )c c c
c C

c x N C x p


    (8) 

where Nc is the number of training examples in class c, Cc(x) is the centrality of x in class c, and pc is the prior for class 

c, which can be estimated based on the number of training examples belonging to each class, or can be provided 

externally. Additional information such as classification costs can easily be integrated into the decision rule. To 

conclude this section, we now summarise the algorithm.  

Algorithm 1:  Supervised graph-based classification. 

For each class c: 

Construct graph G = (V, E) where V = {vi, i = 1, 2, …, n} are training examples from c. 
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Create graph Laplacian for G, as per Equation 5. 

Find the normalized dominant eigenvector of the graph Laplacian. 

For each test instance x 

For each class c 

 Compute normalised similarity vector sx as per Equation 6. 

 Compute graph centrality C(x) as per Equation 7. 

Classify x according to Equation 8. 

3   A 2-Dimensional Example 

Figure 1 shows results of applying the method to a binary classification problem in a sparsely populated 2-dimensional Euclidean 

input space. Class 1 consists of 20 points (‘+’) generated from a mixture of 3 spherical Gaussians with centres (0.0, 2.0), (0.0, 

0.0), (2.8, 3.5), standard deviations 1.5, 1.8 and 1.2, and priors 0.4, 0.2 and 0.4 respectively. Class 2 consists of 10 points (‘o’) 

generated from a single spherical Gaussian with centre (2.5, 0.5) and standard deviation 1.2. Figure 1(a) shows data points, 

contours of the generating densities, and the Bayes optimal decision boundary (solid curve). Figures 1(b) and (c) show density 

estimates and decision boundaries obtained using the graph-based procedure and EM-trained Gaussian mixture model 

respectively1,2. Figure 1(d) shows results of applying an SVM (contours in this case represent distance from the separating 

hyperplane). 

Given the sparsity of the data, the density contours in (b) provide a reasonable approximation to the generating 

densities show in (a). In comparison with (b), the density estimates in (c) are far more localized, and result in a jagged 

decision boundary.3 Note the close correspondence between the decision boundaries in (b) and (d), except in areas of 

extremely low data density (to the bottom and right). This is encouraging, since SVMs are widely acknowledged as one 

of the most reliable classifiers to use in sparse input spaces. Note also that the decision boundaries in (b) and (d) do not 

coincide closely with the Bayes optimal boundary in 1(a). This is due to the sparsity of the data, and in particular, that 

the points in the vicinity of the Gaussian centred at (2.8, 3.5) by chance all fall below the centre of this Gaussian.  
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Fig. 1. (a) Data points and generating distributions; (b) Graph-based model; (c) EM-trained Gaussian mixture model; (d) SVM with 

Gaussian kernels, eps. = 1.0. 

                                                           

1 Euclidean distances (x) were converted to similarities by passing them through f(x) = 
2 2/2xe 

, σ = 1. 
2 Correct number of mixtures (3 and 1) and mixture component type (‘spherical’) were provided. 
3 Results for mixture models were far worse when the number of components was not supplied. 
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4   Real World Datasets 

We have applied the method to several real world datasets obtained from the Similarity Learning website [16]. Most of 

the datasets are based on datasets from the UCI repository [17], and were modified for similarity-based learning by 

applying an appropriate similarity function to produce pairwise similarity data.  

Table 1 compares performance of the graph-based method with kNN. For kNN we provide results for k = 1, as well 

as for the k value for which performance on test examples is optimal. Results were obtained using a random 80/20 

training/test split averaged over 200 trials.  

The graph-based technique outperforms kNN on the Protein and Aural Sonar datasets; its performance on the Yeast 

dataset is similar to kNN (with optimal k); and its performance on the Voting dataset is inferior to kNN. It is interesting 

to note that the only case in which the graph-based method underperforms kNN is the Voting dataset, which happens to 

be the easiest in terms of the overall classification accuracy levels obtainable. It is also easy in the sense that near 

optimal performance can be achieved using only a single nearest neighbour (i.e., k = 1). We note that for kNN, the value 

of k was optimized on test examples, and the quoted accuracy for kNN is thus likely to be an overestimate of the true 

test accuracy. A more realistic estimate of accuracy would be obtained by using a separate validation set to optimize k. 

Table 1.  Comparison of graph-based approach with kNN on 4 datasets. Results show mean percentage accuracy (st. dev.) over 200 

random trials using an 80/20 training/test split. 

Dataset Description Graph-Based  k Nearest Neighbours (kNN) 

  Classification k = 1 k  optimal 

Protein 
213 instances 

4 classes 

75.71 

(5.15) 

19.25 

(5.79) 

73.15 

(6.41) 
(k = 51) 

Aural Sonar 
100 instances 

2 classes 

91.05 

(6.41) 

81.13 

(8.70) 

86.70 

(6.95) 
(k = 5) 

Yeast SW-5-7 
200 instances 

2 classes 

50.54 

(6.72) 

35.95 

(6.38) 

50.67 

(7.6) 
(k = 7) 

Voting 
435 Instances 

2 classes 

91.70 

(2.54) 

94.15 

(2.37) 

95.59 
(1.91) 

(k = 7) 

5   Conclusion 

Most classifiers require optimization of one or more parameters (e.g., k-value in kNN; means, covariances, etc. in the 

case of mixture models), and a distinct advantage of the graph-based technique is that it is completely parameter-free 

when pairwise similarities are provided as input.4 This can save a lot of time and effort, particularly when only a small 

number of examples are available, and expensive cross-validation techniques would otherwise be required. Another 

advantage is that, unlike classifiers such as kNN, the graph-based approach provides continuous-valued outputs that can 

be interpreted as probabilities. This means that it is straightforward to factor in misclassification costs, and also means 

that it can be applied to multilabel classification problems; i.e., problems in which examples may belong simultaneously 

to more than one class. This can be done simply by including a data point in each graph corresponding to a class to 

which the point belongs.  

While this paper has focussed on classification problems, density estimation may be of interest in its own right. The 

curse of dimensionality [18] makes the estimation of densities in high-dimensional spaces exceedingly difficult. 

Because graph-based density estimation utilises a richer information set (i.e., pairwise similarities), we expect that it 

may yield superior performance to kernel or mixture models approaches, especially in high-dimensional input. We are 

currently conducting experiments in this area. 
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